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Abstract

An orientation of an undirected graph is a function assigning a direction
to its every edge. We focus on the problem of finding the orientation that
maximizes reachability, i.e. the number of connected pairs in the resulting
directed graphs. We propose a natural model of on-line version of this
problem, modeling it as a game between two players: Spoiler and Algorithm. The main goal of this thesis is to give lower and upper bounds on
the Algorithm’s optimal worst-case score. We provide the bounds in the
case of arbitrary graphs as well as connected graphs and other particular
classes of graphs. The general case is unfavourable for Algorithm, whereas
the other cases allow him better asymptotical scores.

Streszczenie

Orientacja grafu to funkcja przyporzadkuj
˛
aca
˛ kierunek każdej kraw˛edzi
grafu nieskierowanego. W niniejszej pracy zajmujemy si˛e zagadnieniem
znalezienia orientacji optymalnej ze wzgl˛edu na osiagalność,
˛
czyli maksymalizujacej
˛ liczb˛e par wierzchołków grafu połaczonych
˛
ścieżka.˛ Rozważamy naturalna˛ wersj˛e on-line problemu, modelujac
˛ ja˛ jako gr˛e pomi˛edzy
dwoma graczami: Adwersarzem i Algorytmem. Głównym celem pracy jest
udowodnienie górnych i dolnych ograniczeń na pesymistyczny wynik Algorytmu w tak zdefiniowanej grze. Podajemy takie ograniczenia zarówno
w ogólnym przypadku gry na dowolnych grafach, jak również na grafach
spójnych oraz innych szczególnych klasach grafów. Najbardziej ogólny
przypadek jest bardzo niekorzystny dla Algorytmu, ale przy dodatkowych
ograniczeniach na gr˛e osiaga
˛ on znacznie lepsze wyniki.
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Introduction and off-line results

1.1

Outline

This thesis touches the subject of optimal graph orientation. This is in fact
a very wide class of problems, all of which can be formulated in one of two
similar ways:
Given an undirected graph, is it possible to assign a direction to every one of
its edges such that the resulting directed graph belongs to some particular class of
graphs?
or
Given an undirected graph, can we assign a direction to its edges to optimize
some parameter in a resulting directed graph?
Various problems of this form have been studied for both their theoretical value and their application to real-life problems. Graphs are a natural
and common model for a wide class of problems originating in computer
science, e.g. communication or transport networks, as well as flow networks. Graph orientation problems thus model the process of designing
complex networks of one-way flows or connections. Depending on what
properties we want our network to fulfill, various problems arise. We also
state further questions: what is the computational complexity of answering
these questions for a particular graph? What are the algorithms finding the
desired orientation? How fast are they?
A well-known example of a graph orientation problem is acyclic graph
orientation, i.e. orientation which prevents the directed cycles from appearing. This problem has a connection to coloring problems and has been
throughoutly studied in many versions, either as a decision problem or
as an optimization problem [10, 1]. It has also been generalized for its
weighted versions [2].
Another example is balanced graph orientation: directing the edges so
that the difference between in- and out-degree is minimized. This also turns
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out to be an interesting problem, appearing in the literature [3]. Its simplest
version is the Eulerian orientation problem – one of the first applications of
graph theory.
We focus on the following class of graph orientation problems: we want
the resulting orientation to provide the best possible reachability. In other
words, we maximize the number of pairs of vertices connected by a directed
path (called simply connected pairs). An example graph, along with its two
orientations, is presented on the Figure 1. The first orientation leaves some
pairs unconnected, the second one connects all pairs of vertices.

Figure 1: A graph and its two example orientations.

A similar question was first stated by Stanisław Ulam who asked for
a characterization of graphs having an orientation connecting every pair
of vertices. The solution was provided by Herbert Robbins [9] in 1939
and is now known as Robbins Theorem: such orientation exists if and
only if the graph contains no bridges1 . Though the concepts of algorithms
and complexity were uncommon at that time, Robbins’ construction can
be easily adapted to obtain a linear-time algorithm for both checking the
condition and finding the desired orientation. It is worth noting that Ulam
and Robbins originally formulated this question as traffic control problem.
A further progress on this topic was made by Hakimi, Schmeichel and
Young [6], who in 1997 supplied a polynomial-time algorithm solving the
general problem. Their algorithm takes an undirected graph as an input
and outputs an orientation of maximal reachability. The authors also consider the problem of minimizing the reachability as well as the weighted
version of original maximizing problem – both lead to NP-complete decision problems. It has been also shown [7] that the optimal reachability
score on n-vertex graph is always Θ (n2 ).
Due to natural applications, many of graph theory problems have been
considered in their on-line version. On-line algorithms do not know the
1

A bridge is an edge removal of which would disconnect the graph.
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data in advance, instead receiving it in parts. All decisions of the algorithm
must be made as soon as the data is presented, and all decisions are irrevocable. Therefore the on-line optimization algorithm usually achieves
worse score than in off-line case. In this thesis, we propose a natural on-line
version of the maximal reachability problem. We aim to invent the optimal
on-line algorithms and their worst-case scores. We use a common adversary
model by formulating on-line problems as games between two players,
called Spoiler and Algorithm. The Algorithm directs the incoming edges –
his goal is to maximize the reachability score. The Spoiler is responsible for
presenting the graph on-line – he tries to minimize the score by giving the
worst possible data.
The structure of the thesis is as follows: we first introduce some basic
notions used throughout the paper. We also recall the off-line results in a
more detailed way.
The central part of the thesis focuses on on-line reachability problem. In
section 2 we consider the problem in general settings of arbitrary graphs
and connected graphs. The arbitrary graph case is unfavourable for Algorithm – the best score he can achieve for n-vertex graph is O (n) connected
pairs, which is very close to worst off-line orientation. The
case is
 connected


slightly better, as a specific Algorithm can achieve Θ n logloglogn n connected
pairs. We provide both the lower and upper bound on the score. The results
on connected graphs come from our paper [5], with present proofs being
shorter and more transparent.
In section 3 we focus on some particular subclasses of connected graphs.
Imposing some restrictions on presented graphs, we make the game more
favourable for Algorithm. For example, the optimal score on n-vertex graph
with degree bounded by some constant is Θ (n log n). The score is even
bigger (Ω (n1+α ) for some α > 1) if instead of maximal degree we bound
the diameter of the graph. As in section 2, we provide both the analysis
for lower bound and the specific constructions restricting the Algorithm’s
score. Finally, we prove that if the graph is bridgeless (the original Robbins’
condition) throughout the whole game then even on-line algorithm can
connect all pairs of vertices, thus achieving optimal score.
Henning and Oellerman proposed in [7] another important measure of
reachability. Instead of simply counting connected pairs we calculate the
edge-connectivity (or vertex-connectivity) of every pair, i.e. the number of
edge-disjoint (or vertex-disjoint) paths between them. This measure, called
average connectivity, proves to be harder to study, but some results on this
topic are presented in section 4.
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Basic notions and notation

We assume that the reader is familiar with the definition of undirected and
directed graph. In this thesis, we will consider only simple graphs, without
loops or multi-edges. We also use the following common notions:
• connected graph,
• strongly connected graph and strongly connected component of a graph,
• bridge, biconnected component of a graph,
• undirected tree,
• rooted tree (also children, parent, siblings, descendants and ancestors in a
rooted tree),
• spanning tree of a graph,
• shortest paths spanning tree: a rooted spanning tree created by a breadthfirst search algorithm [4],
• subtree: a subtree rooted at a vertex v contains of all v’s descendants,
including v. We sometimes say “all subtrees of a vertex u”, which
means “all subtrees rooted at children of u”.
We use the symbols V (G) and E(G) to denote vertex- and edge-set,
respectively, of a graph G. For simplicity we often write:
• v ∈ G instead of v ∈ V (G) and (a, b) ∈ G instead of (a, b) ∈ E(G),
• |G| instead of |V (G)|,
• u → v if u, v are two vertices of a directed graph G, and (u, v) ∈ E(G).
We often use the notion of a path in a graph. By the length of the path
we mean the number of its edges. This also affects the following notions:
• distance of two vertices of a graph (dist(u, v)) – the length of shortest
path between u and v,
• diameter of a graph (diam(G) = maxu,v∈G dist(u, v)),
• depth of a vertex in a rooted tree (its distance to root),
• height of a rooted tree (maximum depth of a vertex).

9
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For a graph G, a subgraph induced by a set A ⊆ V (G) is the graph G|A with
vertex set A and edge set E(G) ∩ A × A.
For graphs G and H we say that G contains H as induced subgraph if for some
A ⊆ V (G), G|A is isomorphic to H.
A graph that does not contain H as an induced subgraph is called H-free.
Finally, we use the following well-known notions:
• deg(v) – degree of a vertex of a graph,
• δ(G) – minimum degree of a graph G,
• ∆(G) – maximum degree of a graph G,
• Kn – the complete graph with n vertices,
• Ks,t – the complete (s, t)-bipartite graph,
• Pd – the path with d edges (i.e. d + 1 vertices).
The next definitions are specific for this paper:
Definition 1.1. Let G be a directed graph, u, v ∈ G, u 6= v. If there is a directed
path from u to v in G, we call (u, v) a connected pair and this fact is denoted by
∗
u → v.
∗

In other words, the relation → is a transitive closure of →, but with
diagonal excluded. The total number of connected pairs is the parameter
we will most often try to optimize.
Definition 1.2. Let G be a directed graph. We define
∗

CP (G) = |{(u, v) ∈ G × G : u → v}|
as the total number of connected pairs in G.
Another crucial definition is the graph orientation:
Definition 1.3. A directed graph G is an orientation of an undirected graph G, if
V (G) = V (G) and there is a one-to-one function φ : E(G) → E(G) such that
φ(u, v) = (u, v) or φ(u, v) = (v, u) for every (u, v) ∈ G.
We will simply say “the edge (u, v) is oriented u → v” or “the edge (u, v)
is oriented u ← v” without referring to the function φ.
Definition 1.4. An orientation G of an undirected graph G is CP-optimal, if
CP (G) is maximal amongst all possible orientations of G.

1. I NTRODUCTION AND OFF - LINE RESULTS

1.3

10

Off-line results

The off-line problem of CP-optimal orientation is already solved. We reproduce the main results to give the reader more detailed insight into the
subject. We start with the very first result on the topic of graph orientations:
Theorem 1.5 (Robbins). A graph G has an orientation in which all pairs are
connected if and only if G contains no bridges.
Proof. To prove the “only if” direction, suppose that there is such an orientation G, but G contains a bridge (u, v). Without loss of generality we
may assume that (u, v) is oriented u → v. In G, there is no path from v to u
other than this direct edge. Thus, there is no directed path from v to u in G
– a contradiction.
An easy way to prove the “if” direction is to consider the output of the
depth-first search algorithm (see e.g. [4]) started at an arbitrary vertex r.
This algorithm finds some spanning tree T of G. This tree is rooted at r.
Every edge of G either belongs to T (a tree edge) or connects a vertex with
its ancestor in T (a back edge). Direct the tree edges downwards (away from
r), and the back edges upwards (from a vertex to its ancestor). Clearly,
every vertex is reachable from r by tree edges. To show that r is reachable
from every vertex, it is enough to prove that from every vertex v 6= r we
can reach at least one ancestor of v.
Consider the subtree Tv ⊂ T rooted at v. If a back edge (a, b) has only
one end, say b, in Tv , then the other end a must be an ancestor of v and we
are done – we can reach a from v. But if there is no such back edges, than
no edges leave Tv , and the edge from v to its parent is a bridge in G – a
contradiction.
The next theorem states that the optimal orientation of any n-vertex
tree (and, consequently, of any graph) has Θ(n2 ) connected pairs. Its proof
presented in [7] is very technical, therefore we present only its main idea.
Theorem 1.6 (Henning, Oellerman). For every tree T with |T| = n and its
CP-optimal orientation T we have 29 n2 6 CP (T ) 6 12 n2 .
Proof. Choose a root p of T such that every subtree of the root has at most
n/2 vertices (the vertex p is called the centroid of T and can be found in
linear time). The authors first prove that in an optimal orientation T of
T, every one of the root’s subtrees should be oriented either upwards
(all edges towards p) or downwards (all edges outwards from p). This
observation determines the number of connections within the subtrees,
reducing the problem to finding the optimal partition between upwards-

1. I NTRODUCTION AND OFF - LINE RESULTS

11

and downwards-oriented subtrees. This can be algorithmically done by
simple dynamic programming. The authors also prove bounds on the
outcome of this algorithm and argue that 29 and 12 are the best possible
constants.
The final algorithmic solution to the off-line optimal orientation problem
was given in [6]2 .Again, we only present the sketch of the proof:
Theorem 1.7 (Hakimi, Schmeichel, Young). There exists a polynomial-time
algorithm for determining the CP-optimal orientation for an arbitrary undirected
graph.
Proof. We can assume that the graph is connected – if not, every connected
component is treated separately. First we note that every biconnected
component C can be oriented, by Theorem 1.5, to connect every pair of
vertices in C. We then contract C to a single vertex v and assign to v a weight
equal to |C|. After we are done with this contraction for all biconnected
components we achieve a setting in which it remains to determine the
optimal orientation of a weighted tree. The solution is a generalization of
the algorithm in Theorem 1.6: we find a weighted centroid of the tree, and
direct all the subtrees upwards or downwards. To determine the directions
of subtrees, we again use dynamic programming.

2

Note that this paper is in fact earlier than [7], but gives only the algorithm, without
computing the bounds.

2

On-line reachability: general bounds

2.1

Preliminaries

We start with introducing a concept of on-line graph reachability. An on-line
algorithm does not know all the data in advance (in this case, all the vertices
and edges of a graph). Instead, it receives data in parts – it is common to say
that the on-line algorithm works in turns – and after each part (turn) it has
to make some decisions, which are permanent. This opens the possibility of
making a wrong decision and achieving a score that is lower than optimal.
In our case, the algorithm will be given an undirected graph G in the
following way: in turn k, one of the vertices, say vk , is presented, along
with all the edges of G from vk to earlier vertices {v1 , . . . vk−1 } (that is, all
the edges that can be drawn in this very moment). The algorithm then must
give all the edges their directions. Any decision is irrevocable: a direction,
once given, stays until the end of the data.
When the entire graph G is presented, we calculate the number of
connected pairs, as in the off-line case. We call this number the score of the
algorithm on G.
The analysis of on-line algorithms typically consists of constructing a
pessimistic example – a way of presenting data in a way that the score
is minimal possible. This is often called an adversary model: we imagine
another player, besides the algorithm, whose task is giving the data (vertices
and edges) and whose goal is to minimize the algorithm’s score. We will call
this other player Spoiler (and, from now on, write Algorithm with an upper
case to name the first player). The processing of the data now becomes a
game between Spoiler and Algorithm. Every turn of this game the Spoiler
presents a vertex with incident edges and Algorithm directs them. After
some number n of turns we count the connected pairs in the resulting
directed graph.
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Figure 2: An example five-turn game between Spoiler and Algoritm. Red
vertices and edges are the newly presented ones.

An example game is depicted on Figure 2. The Algorithm is able to
keep the optimal score only for the first four turns. It is easy to see that
regardless of Algorithm’s previous moves, on the fifth turn Spoiler can
always give a vertex with two edges so that Algorithm cannot achieve the
optimal value of 16 connected pairs.
We will call such a game an “online graph”. If G is an online graph, by
(m)
G we denote the directed graph obtained after m-th turn of the game.
When talking about the graph after the entire n-turn game and there is no
risk of confusion, we will write G instead of G(n) . For example, a statement

14
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“For any online graph G with |G| = n and v ∈ G. . . ” means “For any game G
lasting for n turns, and for any vertex v ∈ G(n) . . .”.
We will sometimes require for the undirected graph given by Spoiler to
have some additional properties, for example to be a tree or a connected
graph. In this case, we will simply say “an on-line tree”, “an on-line
connected graph” etc.
By definition, the Spoiler may be malicious and in particular he can
plan his moves depending on previous Algorithm decisions. In this paper,
we consider various strategies for Spoiler, i.e. functions that determine his
next move (vertex and edges) from current game state. Similarily we will
consider some Algorithm strategies. As for Spoiler, these are functions
which calculate the next Algorithm move from the current state of the game
and the specific vertex and edges presented this turn. For fixed Algoritm A
and online graph G we calculate the number of connected pairs at the end
of the game. We denote this number by sA (G) and call it the score of A on
G. We want to measure, however, how well A behaves in the worst case.
This is done by the function
sA (n) = min sA (G).
G:|G|=n

Now we can consider all possible Algorithm strategies and pick the one
that gives the asymptotically best sA function:
s(n) = max sA (n).
A

This is the score on an n-vertex game if both players play optimally. The
main goal of this paper is to determine the growing rate of this function, by
presenting both Spoiler and Algorithm strategies which give, respectively,
upper and lower bound on s(n).
This is different from the competitivity ratio, a traditional on-line algorithm measure: we do not compare the on-line score to off-line optimum.
The reason is that from the introductory section we know that off-line
optimum is always Θ (n2 ) for connected graphs. As we will see, in virtually every class of graphs no on-line algorithm is able to match this up to
multiplicative constant.
Note that our definition of the game is too permissive. In particular, the
Spoiler is allowed to give no edges at all, making the Algorithm’s score zero.
Even if we require certain number of edges, unconnected graphs allow him
a nasty construction: an on-line graph called informally a “broken cycle”:
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Figure 3: A “broken cycle” construction: first and second phase.

Theorem 2.1. For infinitely many n ∈ N, there exists an on-line graph G with
|G| = n and at least n edges, for which the score of any Algorithm does not exceed
8n.
Proof. Let n = 6k. For first 4k turns Spoiler plays according to the following
pattern:
• In a turn of odd number, say 2j − 1, Spoiler gives an isolated vertex
v2j−1 .
• In a turn of even number 2j, Spoiler gives a vertex v2j connected only
to v2j−1 .

16
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After 4k turns, there are 2k edges, namely (v1 , v2 ), (v3 , v4 ), . . . , (v4k−1 , v4k ).
We assume (swapping vertex names if needed) that these edges are directed
v4j+1 → v4j+2 and v4j+3 ← v4j+4 for j = 0, . . . , k − 1. Now Spoiler gives the
remaining 2k vertices – a vertex v4k+j is given edges to vertices v2j and v2j+1
for j = 1, . . . , 2k. The graph is now a cycle:
?

?

?

?

?

v1 → v2 ↔ v4k+1 ↔ v3 ← v4 ↔ v4k+2 ↔ v5 → v6 ↔ . . .
?

where ← and → denote edges directed in the first phase, ↔ – the other
?
edges. Regardless of what Algorithm did with the ↔ edges, no vertex can
be connected to more than 8 of the closest vertices, which yields the desired
bound.
Note that the graph constructed in Theorem 2.1 is connected after the
final turn, but unconnected during most of the game. To drop uninteresting
cases described in this theorem, from now on we impose a certain restriction
on Spoiler: the graph has to stay connected throughout the entire game. In
the next section
wewill prove that this sets the optimal Algorithm score to

s(n) = Θ n logloglogn n . Before that, let us see where the
from:

Proposition 2.2. Let en = min{k : k! > n}. Then en = Θ

log n
log log n



factor comes

log n
log log n



.

Proof. It is well known that c1 k log k 6 log k! 6 c2 k log k for some c1 , c2 > 0.
By definition, (en − 1)! < n 6 en !, which yields:
c2 en log en > log n,

(1)

c1 (en − 1) log (en − 1) 6 log n.

(2)

The left-hand side of the second equation can be bounded from below
by c01 en log en for some c01 > 0, so that
c01 en log en 6 log n.

(3)

From (1) and (3) we obtain, respectively:
log c2 + log en + log log en > log log n,
log c01 + log en + log log en 6 log log n,
which means that
log en 6 d1 log log n,

(4)
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log en > d2 log log n,

(5)

for some d1 , d2 > 0. Thus,
1
log n
log n
1
6 en 6 0
,
c2 d1 log log n
c1 d2 log log n
where the first inequality follows from (3) and (5), while the second one
follows from (4) and (1).

2.2

Greedy algorithms – lower bound for connected graphs

The name of the greedy algorithms comes from the fact that they always
pursue to create as much connected pairs as possible at the very moment.
First we concentrate on trees and describe the specific greedy algorithm
Gr. The general case of arbitrary graphs will then be reduced to this case.
For any online graph G and v ∈ G, let t(v) denote the number of the
turn in which v was presented. Note that if the online graph is a tree
and connectivity has to be maintained, every new vertex v must be a leaf.
Moreover, v has the only parent, say p(v). Analogously to the in- and
out-degree of a vertex we introduce concepts that are more suitable in our
setting.
Definition 2.3. Let G be an online graph. For any vertex v ∈ G(m) put:
∗

(m)

• Rout (v) = {u ∈ G(m) : v → u} – the set of vertices reachable from v after
m-th turn,
∗

(m)

• Rin (v) = {u ∈ G(m) : v ← u} – the set of vertices from which v is
reachable from after m-th turn,
(m)

• outrank(m) (v) = |Rout (v)| – the out-rank of v,
(m)

• inrank(m) (v) = |Rin (v)| – the in-rank of v.
Note that
X

inrank(v) =

v∈G(m)

X

outrank(v) = CP (G(m) )

v∈G(m)

and in particular, after the last turn
X
X
inrank(v) =
outrank(v) = CP (G).
v∈G

v∈G
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Now we are ready to describe our algorithm Gr working on trees. Given
a new vertex v = vm+1 connected to an old vertex s := p(v), Gr compares
the numbers inrank(m) (s) and outrank(m) (s).
The algorithm Gr directs the edge (s, v) in the following way:
• If inrank(m) (s) > outrank(m) (s), this edge is directed s → v.
(m+1)
(m+1)
(m+1)
This way Rin (v) = Rin (s) ∪ {s}, while Rout (v) = ∅. In particular inrank(m) (s) + 1 new connected pairs are created.
• If inrank(m) (s) < outrank(m) (s), direction s ← v is chosen.
(m+1)
(m+1)
(m+1)
Now Rout (v) = Rout (s)∪{s}, Rin (v) = ∅ and outrank(m) (s)+1
new connected pairs are created.
Observe how the ranks of s change during this move – if inrank(m) (s) >
(m)
outrank(m) (s) then v joins the set Rout (s) and outrank(s) goes up by 1. The
situation inrank(m) (s) < outrank(m) (s) is similar, so we can say that the
smaller rank of the parent always increases by 1, while the other rank stays
the same.
As for the ranks of v after (m + 1)-th turn, one of them is zero while
the other is its parent’s bigger rank increased by 1. Let us call this number
the greedy order or simply the order of a vertex. This concept will be used
in almost every proof about the algorithm Gr, so let us define it more
precisely:
Definition 2.4. In a game on a tree, when Gr is used, the greedy order σ (v) of a
vertex v is defined as its only positive rank immediately after the turn in which v
appears.
Note that σ(v) is the number of new connected pairs created by directing
the only new edge (p(v), v). Moreover, note that the order of a vertex is
permanent – once assigned, it does not change for the rest of the game.
Some properties of the greedy order are presented below:
Proposition 2.5. Let T be an on-line tree. Assume that the algorithm Gr is used.
The following hold:
a) For every v ∈ T , max{inrank(m) (v), outrank(m) (v)} > σ(m) for all m > t(v)
(in fact, one of the vertex’s ranks is always at least the same as the order).
b) σ(v) > σ(p(v)) (the order of a vertex is strictly greater than its parent’s).
P
c) sGr (m) = v∈T σ(v).

19
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(m)

(m+1)

Proof. a) Obviously Rin (v) ⊆ Rin

(v), which implies

inrank(m) (v) 6 inrank(m+1) (v).
Similarily
outrank(m) (v) 6 outrank(m+1) (v).
Since σ(v) = max{inrank(t(v)) (v), outrank(t(v)) (v)}, one of the ranks will
stay greater or equal σ(v).
b) σ(v) is equal to either inrank(t(v)) (p(v))+1 or outrank(t(v)) (p(v))+1. From
the statement a), both these numbers are greater or equal σ(p(v)) + 1.
c) This follows from the fact that in turn t(v) exactly σ(v) new connected
pairs are created.
It is obvious that vertices with bigger order have more connections to
other vertives. To set a lower bound for sGr (T ) we show that the number
of low-order vertices is relatively small.
Lemma 2.6. Let T be an on-line tree and assume that greedy algorithm Gr is
used. For every k ∈ N:
a) Every vertex has at most k children of order k.
b) There are at most (k + 2)! vertices of order k.
c) There are at most

(k+3)!
2

vertices of order at most k.

Proof. a) Let u be a vertex. If a child v of u inherits order k, then in the turn
t(v) the bigger rank of u must be exactly k − 1. The smaller rank of u
goes up by 1 for every child, therefore after u gets k children, one of the
ranks must exceed k − 1. Thus, there can be at most k children of order
k.
b) Let mk denote the number of vertices of order k in T . We prove by
induction on k that mk 6 (k + 2)!. Only the very first vertex has order
0, thus m0 6 2. For the induction step observe that a vertex of order
k + 1 is a child of a vertex of smaller order. However, there are only
m0 + . . . + mk vertices of order less than k + 1 in T , and each of them
has at most k + 1 children of order k + 1. Thus:
mk+1 6
6
6
6

(k + 1) (mk + mk−1 + . . . + m0 ) 6
(k + 1) ((k + 2)! + (k + 1)! + . . . + 2!) 6
(k + 1) (k + 2)! + (k + 1) · 2 · (k + 1)! 6
(k + 1) (k + 2)! + 2 (k + 2)! = (k + 3)! .
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c) Obvious from b), as 2! + . . . + (k + 2)! <

(k+3)!
.
2

Recall the notion en = min{k : k! > n} defined in the Proposition 2.2. It
follows that (en − 1)! < n 6 en !. We use en to formulate the desired bound:
Corollary 2.7. For any online tree with n > 2 vertices, at least
order at least en − 3.

n
2

of them have

Proof. From lemma 2.6.c), the total number of vertices of order less or equal
en − 4 is bounded by (en 2−1)! < n2 .
Directly from Corollary 2.7 and Lemma 2.5 c) we get:
Proposition 2.8. Let T be a tree with |T | = n. The total number sGr (T ) of
connected pairs is Ω (nen ).
Now we leave the realm of trees to consider arbitrary connected graphs.
If a given graph G is not a tree, the only difference is that each turn the
arriving vertex is possibly connected to many previous vertices. A modified
version3 GrA of algorithm Gr picks an arbitrary one of incoming edges and
forgets about the rest (directing them arbitrarily). This way, GrA constructs
some spanning tree T of G and simulates Gr on T . With this modification,
GrA obtains at least the same score on G as greedy algorithm Gr on T ,
which yields:


log n
Theorem 2.9. s (n) = Ω n log log n .

2.3

Factorial trees – upper bound for connected graphs

In this section we present a strategy for Spoiler (called Factorial 
Tree Strategy,

or FTS for short) which restricts any Algorithm to O n logloglogn n connected
pairs. First, the FTS pseudocode will be presented. Then we will discuss
and illustrate the possible Algorithm moves, and the outcome if the greedy
algorithm Gr from previous section is used. Finally, some invariants and
the desired upper bound for any Algorithm behaviour will be proven.
3

The symbol Gr obviously comes from the word “greedy”, GrA stays for “greedyarbitrary”.
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FTS pseudocode
Recall that the game between Spoiler and Algorithm is played in consecutive turns. The FTS will always present a tree which means that every turn
a vertex, say v, with exactly one edge (p, v) is given. Let us call p the parent
of v. After being given the vertex v, Algorithm must choose the direction of
(p, v). This information is stored in dir[ ] array so that dir[v] = true if (p, v)
is oriented p → v and f alse otherwise. The strategy also uses a set A and
an array rank[ ]. Informally, A contains vertices which Spoiler can choose
for adding them more children (we call the vertices from A active ones),
and rank[v] is an integer that bounds the number of connections from v to
earlier vertices.
The FTS works in cycles, each of which consists of several game turns.
Obviously there are no edges given in the first turn, whereas in the second
turn precisely one vertex and one edge must be given. For convenience,
we assume that first cycle starts in third turn, when first two vertices v1
and v2 are already present. The vertex v1 has no parent and thus dir[v1 ] is
undefined.
Factorial Tree Strategy
1

rank[v1 ] = 0;

2

create vertex v2 with parent root;
rank[v2 ] = 1;
read dir[v2 ] from Algorithm;
A = {v2 };

3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

foreach game cycle do
select vertex u ∈ A with lowest possible rank;
A = A − {u};
for i = 1, 2, . . . , rank[u] + 1 do
create vertex ai with parent u;
A = A ∪ {ai };
rank[ai ] = rank[u] + 1;
read dir[ai ] from Algorithm;
if dir[ai ] 6= dir[u] then
A = A − {a1 , . . . , ai−1 };
rank[ai ] = i − 1;
break;
end
end
end
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Blooming cycles and reversal cycles
Every cycle begins with choosing the active vertex u of lowest possible rank
k. Then, the Spoiler starts to attach some (at most k + 1) children to u. The
children are denoted by a1 , a2 , . . . . After Algorithm directs the edge (u, ai ),
Spoiler checks if dir[ai ] = dir[u].

Figure 4: A reversal cycle. Red vertices and edges are the new ones, grey vertices
are inactive. Green numbers are the ranks.
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If dir[ai ] 6= dir[v] (lines 14-18) the inner loop (9-19) stops and no more
children are attached to u. All previous children a1 , . . . ai−1 are removed
from A, so that ai remains the only active child of u. A cycle in which
Algorithm makes dir[ai ] 6= dir[u] for one of the ai ’s will be called reversal.
The name comes from the fact that any potential subtree rooted at ai will
be directed oppositely to the u’s subtree.

Figure 5: A blooming cycle. Red vertices and edges are the new ones, grey vertices
are inactive. Green numbers are the ranks.
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The other possibility for Algorithm is to choose
dir[a1 ] = dir[a2 ] = . . . = dir[ak+1 ] = dir[u],
so that the loop 9-19 is not broken. In this case, u receives k + 1 active
children of rank k + 1 and the cycle is over. Such cycle is called blooming.
Observe that the greedy algorithm Gr would always make the cycles
blooming. If Gr plays against FTS, the resulting graph is a directed, rooted
tree of very regular structure: the root has one child of rank 1, which has
two children of rank 2, each of which in turn has three children, and so
on. We will call this graph a factorial tree. By a full factorial tree we mean a
factorial tree in which all root-to-leaf paths have the same length.

Figure 6: A factorial tree – result of the game FTS vs Gr.

The number of vertices of a full factorial tree of height k is
n=

k
X

i! = Θ (k!) ,

i=0

P
which implies k = Θ (en ). All but k−1
i=0 i! = o(k!) of the vertices are at
the lowest level, and every one of them is connected to k − 1 vertices – its
ancestors. The total number
pairs in this factorial tree is then
 of connected

Θ (n · k) = Θ (n · en ) = Θ n logloglogn n , so that


log n
.
sGr (n) = O n
log log n

We will show that no Algorithm can do better than that – the reversal cycles
can only make the Algorithm’s situation worse.
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FTS invariants
Observe first that during the whole game, only the leaves can belong to the
set A of active vertices. Indeed, a vertex is always removed from A before
receiving children.
Lemma 2.10. After the end of every game cycle the following inequality holds:
X
v∈A

1
> 1.
rank[v]!

(6)

Proof. Before the first cycle, A is initialized as the set with one element v2 of
rank 1. It is then enough to prove that during a cycle the left-hand side of
the inequality (6) cannot decrease. A cycle can either reversal or blooming.
In reversal case, an active vertex u of some rank k is removed from A.
Only one child of u is active and it has rank at most k. Therefore the sum in
(6) may increase or stay the same.
During a blooming cycle, a previously active vertex of rank k has k + 1
children of rank k + 1. This means that in the sum of (6), one of the
1
summands k!1 is replaced by (k+1)!
repeated k + 1 times. This obviously does
not change the value of the considered sum.
Lemma 2.11. A vertex of rank k can appear after at least (k − 1)! turns.
Proof. Consider the situation at the start of the cycle that created the very
first vertex of rank k. At this moment there can be no active vertices of rank
k − 2 or lower, as otherwise one of them would have been selected in line
7 and no vertices of rank k could have been created. Thus all the active
vertices have rank exactly k − 1. For the inequality of Lemma 2.10 to hold,
there must have been at least (k − 1)! of them, which obviously puts the
lower bound on the number of the turns made.
Lemma 2.12. Every vertex of rank k is connected with at most k + 1 vertices
created earlier.
Proof. Certainly this is true before the first cycle of FTS. Consider any
vertex v of rank k given by Spoiler in any of the later cycles and suppose
all the previous vertices fulfilled this statement. Let p be the parent of v. If
dir[v] 6= dir[p] then v was created in a reversal cycle – it is connected with
exactly k siblings and p. If dir[v] = dir[p] then v is not connected with its
earlier siblings (they have the same dir value as v). All the connections to
earlier vertices must then go through p. Since p has rank k − 1, it has at
most k connections. Therefore v has at most k + 1 connections.
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Theorem 2.13.
 The score
 of any algorithm against the Factorial Tree Strategy in
log n
n turns is O n log log n .
Proof. Let k be the highest vertex rank that appeared during the game. By
Lemma 2.11, n > (k − 1)!, thus k 6 en + 1. From Lemma 2.12 any new
vertex creates at most k + 1 connections to earlier vertices. The total number
of connections
 is then bounded from above by n · (k + 1) 6 n · (en + 2) =
O n logloglogn n .

Combining Theorems 2.9 and 2.13 we immediately obtain:
Theorem
2.14.

 The on-line reachability score on graphs with n vertices is s(n) =
log n
Θ n log log n .

3

On-line reachability: bounds for particular graph
classes

We have seen that the factorial tree construction presented in Section
2.3 is the best way for Spoiler to minimize Algorithm’s score. The score can
possibly change when restricting only to some particular class C of graphs
that does not contain factorial trees. The Spoiler then has to find some other
nasty construction to cheat Algorithm.
Which natural classes C prevent factorial trees? One way to do this
is to forbid any trees at all, by forcing high minimal degree or biconnectivity. This however makes the game much less interesting, as we will
see in section 3.4. To find some better ways of altering the game observe
that factorial trees are graphs of arbitrarily large degree and unbounded
diameter. We will check if this is really essential by restricting either graph
maximal degree (discussed in section 3.1) or the graph diameter (section
3.2). We will see that imposing any of these two conditions improves the
optimal score of the game: the first one increases it slightly, the second one
more significantly.
We may also forbid some small subtrees of a factorial tree to appear in
the game as induced substructures. We study two possibilities: forbidding
too large stars K1,d (which has the effect similar to bounding the degree)
or too long induced paths Pd (as expected, this works like restricting the
diameter, but in fact it is even a stronger restriction).

3.1

Bounded degree and star-freeness

In this section we restrict the Spoiler to the class of graphs with the degree bounded by some ∆ > 3 (the case of ∆ 6 2 lead to trivial class of
graphs). First, we prove that the greedy algorithm GrA now achieves a
better, namely Ω (n log∆ n) score than in general case. Then we present a
strategy for Spoiler that will limit any Algorithm to O(n log∆ n) connected
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pairs. The strategy uses a natural modification of a factorial tree – a regular
(∆ − 1)-ary tree. In addition, we prove that our techniques can be adapted
to get similar bounds for K1,d -free graphs.
Lower bounds
As in section 2.2, we first assume that the graph given by Spoiler is a tree.
We shall follow the same notions as in section 2.2 (in particular, the concept
of vertex greedy order σ(v)) and prove a lemma very similar to 2.6:
Lemma 3.1. Let T be any on-line tree with ∆(T ) 6 ∆. If the greedy algorithm
Gr is used, then for every k ∈ N there are at most ∆2k vertices of order k during
the game.
Proof. To induct on k we denote by mk the number of vertices v of order
σ(v) = k. Only the first vertex (root) has order 0, hence m0 = 1. Now
observe that every vertex can have at most ∆ children. In total, all vertices
of order k or lower can have no more than ∆ · (m0 + . . . + mk ) children.
However, every vertex of order k + 1 must be a child of vertex v with
σ(v) 6 k. This yields:
mk+1 6 ∆ · (mk + mk−1 + . . . + m0 )

6 ∆ · ∆2k + ∆2k−2 + . . . + ∆0
6 ∆ · ∆2k+1 6 ∆2k+2 .

We recall that GrA is a variant of Gr that works on any online graph G
by applying Gr to an arbitrary spanning tree of G.
Proposition 3.2. For any on-line graph G with |G| = n and ∆(G) 6 ∆, the
algorithm GrA achieves at least Ω (n log∆ n) connected pairs.
Proof. The algorithm GrA simulates Gr on some spanning tree T of G.
Therefore if we prove that Gr achieves the desired score on n-vertex tree
with bounded degree, we are done. From Lemma 3.1 we know that there are
at most ∆0 +∆2 +. . .+∆2k 6 ∆2k+1 vertices of order at most k. In particular
for q = q(n) = blog2∆ nc − 1 there are at most ∆2q+1 6 ∆log∆ n−1 = n/∆ 6 n/2
vertices of order at most q. Thus, at least half of the vertices have order
greater than q(n) = Θ (log∆ n) and by Proposition 2.5.c) we are done.
With only very little additional work, we can show a similar property
of K1,d -free graphs:
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Proposition 3.3. There exists an algoritm that achieves at least Ω (n logd n) connected pairs on any on-line K1,d -free graph G of size n.
Proof. We describe an algorithm4 GrH which, as before, simulates Gr on
some spanning tree T of G. This time, however, we must be more careful
to ensure that the tree T (constructed on-line) has degree bounded by d.
For every incoming vertex v our algorithm GrH considers all its edges
(v, a1 ), . . . , (v, ar ) and chooses (v, aj ) such that aj has the highest greedy
order of {a1 , . . . , ar }. This edge is added to T and the rest of them are
ignored. In order to apply Proposition 3.2 to T , note that GrH, GrA and Gr
all behave the same way on trees, thus all we need is to show that ∆(T ) 6 d.
Suppose that a vertex u has degT (u) > d. Then there are d + 1 edges
(u, a0 ), . . . , (u, ad ) in T . Without loss of generality, we may assume that a0 is
the parent of u and a1 , . . . , ad have been arriving later, in this very order. As
G is K1,d -free there must be an edge (ai , aj ) in G for some 0 < i < j 6 d. On
the other hand, σ(vi ) > σ(u), so GrH should have chosen the edge (vj , vi )
to be included to T , instead of (vj , u).
This contradiction shows ∆(T ) 6 d, as required.
Upper bounds
The Factorial Tree Strategy from section 2.3 obviously cannot be directly
applied, but the only reason that denies this application is that in the
factorial tree the maximum degree of vertices is constantly increasing.
However we can modify FTS to keep this parameter bounded. We will call
this modified strategy the ∆-Tree strategy:
4

The notation GrH comes from “greedy preferring highest order”.
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∆-Tree Strategy
1

rank[v1 ] = 0;

2

create vertex v2 with parent v1 ;
rank[v2 ] = 1;
read dir[v2 ] from Algorithm;
A = {v2 };

3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

foreach game cycle do
select vertex u ∈ A with lowest possible rank;
A = A − {u};
for i = 1, 2, . . . , ∆ − 1 do
create vertex ai with parent u;
A = A ∪ {ai };
rank[ai ] = rank[u] + 1;
read dir[ai ] from Algorithm;
if dir[ai ] 6= dir[u] then
A = A − {a1 , . . . , ai−1 };
rank[ai ] = i − 1;
break;
end
end
end

All we have altered in FTS to get ∆-Tree Strategy is the loop condition in
line 9: an active vertex is now given at most ∆ − 1 children, regardless of its
rank. The Algorithm, however, is still limited to two options in each cycle:
a blooming (allowing Spoiler to create all the children and consecutively
setting their direction same as their parent’s), or a reversal (forcing a break
in line 17).
The change in line 9 results in expected modification of Lemma 2.10:
Lemma 3.4. Consider a game of any Algorithm against ∆-Tree Strategy. After
the end of every game cycle the following holds:
X
v∈A

1
> 1.
(∆ − 1)rank[v]

(7)

Proof. Before the first cycle, the left-hand side of the inequality is ∆ − 1. It
is enough to show that it can never decrease.
During a blooming cycle, one of the active vertices is replaced with
another one of lower or equal rank. This does not decrease the sum in (7).
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During a reversal cycle a vertex of rank r is removed from A and ∆ − 1 new
1
active vertices of rank r + 1 are created – instead of a fraction (∆−1)
r we
1
now have (∆ − 1) · (∆−1)r+1 . These numbers are equal, so we are done.
The next lemma is in fact Lemma 2.12 rewritten for ∆-Tree Strategy. It
can be shown by the very same token.
Lemma 3.5. During a game of any Algorithm against ∆-Tree Strategy, any vertex
of rank k is connected to at most k + 1 earlier vertices.
Theorem 3.6. The ∆-Tree Strategy allows any Algorithm to achieve at most
O n log∆−1 n connected pairs on trees with n vertices.
Proof. As in the proof of Theorem 2.13, we fix k and consider the situation
when the first vertex of rank k appeared. All active vertices in that moment
had to have rank exactly k − 1. To satisfy the inequality (7), there must have
been at least (∆ − 1)k−1 of them. Let q = q(n) = log∆−1 n + 1. If a vertex
of rank greater than q was present then there would have to be more than
(∆ − 1)q−1 = n of them. Thus, all the vertices have ranks bounded by q, so
the total number of connections is at most n · (q + 1) = O n log∆−1 n .
The tree created by ∆-tree strategy has the degree bounded by ∆ and
is obviously K1,∆+1 -free. The lower and upper bounds together then yield
the main theorems of this section5 :
Theorem 3.7. The on-line reachability score on connected graphs with n vertices
and maximal degree of ∆ is Θ (n log∆ n).
Theorem 3.8. The on-line reachability score on connected K1,d -free graphs with
n vertices is Θ (n logd n).

3.2

Bounded diameter trees and path-free graphs

Lower bounds
Proposition 3.9. For on-line trees with n vertices and diameter at most d, the
1
greedy algorithm Gr achieves at least Ω (n1+α ) connected pairs6 , where α = bd/2c
.
5
For every ∆ > 3 we have log∆−1 n 6 2 log∆ n and log∆ n 6 log∆−1 n. Therefore we
can mutually substitute Θ n log∆−1 n with Θ (n log∆ n).
6
We will see that the constant hidden in Ω notation depends on the parameter d, and
tends to zero with increasing d. This will be often the case for the theorems of this section.
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Proof. Consider any game on n-vertex tree T , when Gr is used. Let q =
1
1
q(n) = 16
· n bd/2c . We paint a vertex v green if its greedy order σ(v) is at
least q and red otherwise. If a vertex is green, then all its children are green
(their order is strictly greater than σ(v)). Furthermore, if a vertex gets 2q − 1
children, it has at least q incoming or q outgoing edges, so any next child
will get at least q connections and thus become green. This means that no
vertex can have more than 2q − 1 red children. Thus, red vertices form a
subtree TR of T with diam(TR ) 6 d and ∆(TR ) 6 2q.
We can now bound the size of TR . Denote by P an arbitrary longest path
in TR and let p be the edge-length of P (of course, p 6 d). The path P has
either one or two middle vertices7 . Let A0 denote the set of mid-vertices of
this path, and for every natural k, inductively define Ak+1 ⊆ TR as the set
of neighbours of vertices from Ak that are not in A0 ∪ . . . ∪ Ak . It is easy to
see that A` = ∅ for ` > bp/2c, as otherwise there would be a path longer
than p. By easy induction |Ak | 6 2 · (2q)k , as certainly |A0 | 6 2 and any
vertex can have at most 2q neighbours in TR . Therefore:
|TR | 6 |A0 | + |A1 | + . . . + |Abp/2c |
bp/2c

6 2·

X

(2q)k

k=0

6 4 · (2q)bp/2c
6 4 · (2q)bd/2c
n
6 4 · bd/2c
8
6 n/2.

(8)
(9)

The inequality (8) comes from the fact that a0 + . . . + ak−1 + ak 6 2ak for
every a > 2 and (9) follows from p 6 d.
This proves that the number of green vertices |T \ TR | > n/2. By
definition, every green vertex has order at least q(n) = Ω (nα ), which by
Lemma 2.5 c) bounds the total number of connections by Ω (n1+α ).
There is no obvious way to generalize this result for arbitrary bounded
diameter graphs. We can, however, put Proposition 3.9 to some good use:
8
Theorem 3.10. There is analgorithm
GrD which for n-vertex graphs without

1

induced Pd -path achieves Ω n1+ d connected pairs.
7

If P = (a1 , . . . , a2k−1 ), we consider ak as middle vertex. If P = (a1 , . . . , a2k ), both ak
and ak+1 are middle vertices.
8
The name GrD comes from “greedy preferring lowest depth”.
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Proof. Let G be the online graph presented by Spoiler. Like in previous
generalizations (GrA, GrH), GrD builds some spanning tree T of G and
simulates Gr on T . The first vertex v1 of G is taken as the root of T , and for
every other vertex v we choose the edge connecting v to a vertex of lowest
possible depth in the contemporary part of T .
We will prove that if G is Pd -free then the height of T cannot exceed d.
To see that, take the T -path v1 = a0 , a1 , . . . , ak = v from the root to a vertex
v in G. Note that there is no edge (ai , aj ) in G if i + 1 < j, otherwise GrD
woud pick ai as a parent of aj , instead of higher-depth aj−1 . This path is
then an induced Pk -path, which implies k 6 d.
The score of GrD on G is then no worse than the score of Gr on T .
Since T has depth d, then diam(T ) 6 2d and the statement follows from
Proposition 3.9.
Observe that every Pd -free graph has diameter bounded by d − 1 – the
shortest path between a pair of vertices is always an induced path. On the
other hand, there exist graphs of diameter 2 that contain arbitrarily long
induced paths.
Upper bound
The upper bound is a strategy for Spoiler that gives an n-vertex tree of
height at most d.
Proposition 3.11. For infinitely many n ∈ N, there exists an on-line strategy
for presenting an n-vertex tree with diameter d which restricts any algorithm to
1
.
O (n1+α ) connected pairs, where α = bd/2c
Proof. Let w = bd/2c. We present a strategy (called Short Tree Strategy) that
for every integer t > 1 creates a tree with at least tw vertices in the following
way:
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Short Tree Strategy
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21

create vertex root;
A0 = {root};
dir[root] = true;
for i = 1, 2, . . . , w do
Ci = ∅;
Ci0 = ∅;
foreach a ∈ Ai−1 do
for j = 1, 2, . . . , t do
create vertex cj with parent a;
read dir[cj ]from Algorithm;
if dir[cj ] = dir[a] then
Ci = Ci ∪ {cj };
else
Ci0 = Ci0 ∪ {cj };
end
end
if |Ci | > |Ci0 | then
Ai = Ci ;
else
Ai = Ci0 ;
end

In first turn a single vertex root is presented. Spoiler then attaches t
children to root and asks Algorithm for their direction, which will split
them into two groups C0 and C00 . Denote the larger group by A1 . Spoiler
then attaches to every vertex of A1 another t children. This new vertices
are also split into two sets C1 and C10 , according to their dir value. Again,
take the larger of them, name it A2 and repeat the process w times in total.
This way a tree T of height w (and thus diam(T ) 6 d) is created.
In step i, the strategy creates t|Ai−1 | new vertices, and includes to Ai at
least half of them. Thus, |Ai | > ti /2i . Let n = |T |. Obviously n > |Aw | >
tw /2w which implies
t 6 2n1/w = 2nα .
(10)
Now we prove that any vertex v ∈ T is connected to at most w ·t vertices
created earlier. Consider any directed path P connecting v to an earlier
vertex u in T , and let a be the lowest common ancestor of v and u. Since u
is earlier than v, it cannot be a descendant of v. Thus a 6= v.
We now consider two cases:
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• a = u. Then u is an ancestor of v.
• a 6= u. Denote by P the directed path connecting v and u. Without
loss of generality, we can assume either direction of P . Let P =
(v, . . . , x, a, y, . . . , u). As P is a directed path, there must be dir[x] 6=
dir[y]. But then only one of the vertices x,y may have children, as
only one of them could be included into some of the Ai ’s. This yields
x = v or y = u. If y 6= u then v = x and u has greater depth than a
later vertex v, which is impossible. Therefore y = u, so u is a sibling
of some ancestor (namely x) of v.
Thus every vertex u earlier than v and connected with v is either an ancestor
of v or a sibling of an ancestor of v. Every vertex has at most w ancestors
and t − 1 siblings. Therefore every vertex is connected to at most t · w
earlier ones. The total number of connections in T is thus bounded by wtn.
Together with (10) this yields CP (T ) 6 2wn1+α = O (n1+α ).
By Propositions 3.9 and 3.11 we get:
Theorem 3.12. The optimal score on n-vertex trees with diameter bounded by d
1
is Θ (n1+α ), where α = bd/2c
.
Note that a tree of diameter b d−1
c is Pd -free. For graphs of size n that
2
are Pd -free, the
 Short Tree Strategy therefore gives an upper bound of
1

O n1+ b(d−1)/2c .

3.3

Bounded diameter graphs

For arbitrary graphs of diameter at most d, the best known
upper bound is

1

the one proven in Proposition 3.11, i.e. O n1+ bd/2c . As to now, our way
of proving the lower bound would be restraining to some on-line spanning
tree and using the Gr algorithm. However, this argument would have
to construct an on-line tree with reasonably bound diameter – a natural
candidate for such a tree is the shortest paths tree.
On the other hand, Spoiler can in one turn connect a new vertex v to
two distant vertices u and w. By doing this, he immediately changes the
distance dist(u, w) to 2, completely remodelling the shortest paths tree. This
suggests that the shortest path tree cannot be constructed on-line and thus
the simple modification of the algorithm Gr cannot work in this setting.
To prove a lower bound, observe that a tree with bounded diameter
must ultimately have some vertices of high degree. The degree of a vertex
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v is gained either by consecutively connecting new neighbours to v (as for
trees, Gr works well in this case), or by presenting v with many edges at
once. The last situation will be dealt with by carefully balancing the in- and
out-degree of incoming vertices.
Thus, our new algorithm9 GrB must balance the degrees as well as
retain some vital properties of Gr. To define GrB more precisely, consider
an on-line game and suppose that in turn m + 1 a vertex v with edges
(v, a1 ),. . . ,(v, ak ) is given. The algorithm GrB does the following:
1. Picks L to be a set from the list
(m)

(m)

(m)

(m)

Rin (a1 ), . . . , Rin (ak ), Rout (a1 ), . . . , Rout (ak )
of the largest size.
(m)

2. If L = Rout (aj ), the edge (v, aj ) is directed v → aj .
(m)
If L = Rin (aj ), the direction v ← aj is chosen.
3. Edges (v, ai ) for i 6= j are directed so that |indeg(v) − outdeg(v)| 6 1.
Observe that step 2 secures that the vertex v is connected with at least
|L| + 1 vertices, namely those in L ∪ {aj }. This simple observation helps us
in proving the following:
Lemma 3.13. Let v be the vertex coming in turn m + 1 and w be any one of its
neighbours. Let r be the degree of w before turn m + 1. Then v is connected to at
least r/2 + 1 vertices.
Proof. In turn m + 1, when GrB considers possible candidates for the set
(m)
(m)
L, Rin (w) and Rout (w) are both taken into account. One of them must
contain at least half of the neighbours of w. Therefore |L| > r/2. As v is
connected to at least |L| + 1 vertices, the statement follows.
Now we are ready to give a bound for the score of GrB that will only
depend on a spanning tree T of G, chosen arbitrarily after the end of the
game. Then with a proper choice of T we will get an universal bound for
sGrB (G).
Lemma 3.14. Let G be an on-line graph and T be a rooted spanning tree of G
after the game. Any choice of the root for T determines the set C(v) of all the
children of v ∈ T . Then:
1X
|C(v)|2 .
sGrB (G) >
8 v∈G
9

GrB comes from “greedy“ and “balancing”
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∗

∗

Proof. For every vertex v ∈ G let R(v) = {x ∈ G − {v} : x → v or x ← v}.
We know that
X
|R(v)| = 2 · sGrB (G),
v∈G

as every connected pair appears twice in the sum. On the other hand,
X
X X
|R(v)| = |R(root)| +
|R(v)|.
v∈G

u∈G v∈C(u)

To conclude the argument it suffices to know that for all u ∈ G:
X
1
|R(v)| > |C(u)|2 .
4

(11)

v∈C(u)

To see (11) pick u ∈ G and let s = |C(u)|. Denote the T -children of u
by a1 , a2 , . . . , as in the order they appeared in the graph. Suppose that
a1 , . . . , ar are the children that already existed in the turn in which u was
presented. Recall that at this very moment GrB tried to balance in- and outdegrees of u. If r is even, then indeg(u) = outdeg(u) = r/2 at this moment.
If r is odd, then {indeg(u), outdeg(u)} = { r−1
, r+1
}. Both cases provide
2
2
2
r −1
at least 4 connections between the first r children of u. Consequently,
Pr
r2 −1
j=1 |R(aj )| > 4 . The remaining s − r children of u appeared later than
u. By Lemma 3.13 |R(aj )| > j−1
+ 1 = j+1
for j = r + 1, . . . , s. Summing up
2
2
we get:
X

s
X
r2 − 1
j+1
+
4
2
j=r+1


s+2
− r+1
r2 − 1
2
2
=
+
4
2
s2 + 3s − r + 1
=
4
s2
>
,
4

|R(v)| >

v∈C(u)

which shows (11).
Lemma 3.15. For any k > 1 there exists a constant 0 < βk 6 1 such that and for
every rooted tree T of height at most k with |T | > 2 we have:
X
|C(v)|2 > βk n1+εk ,
(12)
v∈T

where n = |T |, εk =

1
,
2k −1

and C(v) denotes the set of all children of v in T .
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Proof. To induct on k note that for k = 1, all vertices but the root are the
children of the root. The sum in (12) is then equal to |C(root)|2 = (n − 1)2 ,
so that β1 = 14 works. Now let T be a tree of height k + 1. Decompose T
into the root p and s > 1 subtrees T1 , . . . , Ts rooted at the children of p. Let
tj = |Tj | for j = 1, . . . , s. Obviously
X
X
X
|C(v)|2 = s2 +
|C(v)|2 + . . . +
|C(v)|2 .
v∈T

v∈T1

v∈Ts

The fact that Tj have height at most k allows us to apply the inductive
hypothesis to get:
X
k
k
|C(v)|2 > s2 + βk (t1+ε
+ . . . + t1+ε
).
(13)
1
s
v∈T

The generalized mean inequality tells us that:
k
k
t1+ε
+ . . . + t1+ε
1
s
>
s



t1 + . . . + ts
s

1+εk
.

(14)

As t1 + . . . + ts = n − 1, from (13) and (14) we get:
X

2



2

|C(v)| > s + βk · s ·

v∈T

n−1
s

1+εk

= s2 + βk ·

(n − 1)1+εk
.
sεk

(15)

We may switch from βk to a smaller positive βk0 < βk 6 1 such that βk · (n −
1)1+εk > βk0 · n1+εk . Now (15) is rewritten as:


X
n1+εk
2
0
2
|C(v)| > βk s + ε
.
sk
v∈T
For fixed a > 0 and γ > 0, the minimum value of function f (x) = x2 + xaγ
2
in the interval (0, a) is c · a 2+γ for some c = c(γ). Thus


2+2εk
ε
n1+εk
1+ k
0
2
βk · s + ε
> βk0 · c · n 2+εk = βk0 · c · n 2+εk = βk0 · c · n1+εk+1 .
sk
Putting βk+1 = min{1, βk0 · c} we finally get
X
|C(v)|2 > βk+1 n1+εk+1
v∈T

as required in (12).
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Now we can finally prove some lower bound for arbitrary bounded
diameter online graph:
Theorem 3.16. For any on-line graph G with |G| = n and diam(G) 6 d the
score of GrB on G is Ω (n1+εd ), where εd = 2d1−1 .
Proof. We choose any u ∈ G. Let T be a tree of shortest paths in G starting
from u. This tree is rooted at u and has height at most d. Hence by Lemmas
3.14 and 3.15 we are done.

3.4

Minimal degree and biconnectivity

The game on trees has a unique feature: every new vertex has exactly one
edge to the earlier ones. For a while, consider a setting in which Spoiler
has to give at least two edges in every turn, with the exception of first two
turns (there can be no edges in the first turn, and exactly one in the second
turn).
In other words, the Spoiler is presenting to the Algoritm an online
graph G maintaining minimal degree δ(G) > 2. This certainly prevents the
factorial tree construction, but the game turns out to be uninteresting – the
Algorithm may now use the following strategy:
• direct the first edge arbitrarily in turn 2,
• direct the two incoming edges in turn 3 in such way that they form a
directed cycle with the previous one,
• in turn k > 4, direct some two of the given edges differently: one
towards the new vertex, one outwards. The directions of the other
edges do not matter.
It is easy to see that starting from turn 3, the graph will stay strongly
connected. The Algorithm then achieves the maximal possible score of
n(n − 1) for any on-line graph with n vertices.
Proposition 3.17. For on-line graphs G maintaining δ(G) > 2, there exists an
orientation algorithm connecting all pairs of vertices.
Note that if Spoiler is allowed to present a vertex with one edge in some
turn k > 3, the strong connectivity may be immediately lost forever. We
can informally say that the condition δ > 2 is equivalent for maximal score.
There is one consequence of Proposition 3.17 that is worth mentioning:
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Corollary 3.18. For biconnected on-line graphs, there exists an orientation algorithm connecting all pairs of vertices.
Proof. If biconnectivity has to be maintained throughout the whole algorithm (except, of course, first two turns), then no new vertex can have
exactly one neighbour. Proposition 3.17 therefore can be applied.
The statement obviously stays true if we substitute “bridgeless” for
“biconnected” – this is an on-line version of Theorem 1.5.

4

On-line average connectivity

In this section we consider a variant of the original Ulam reachability
problem, proposed by Henning and Oellerman in [7]. The average connectivity measure of a directed graph G is defined to be the sum
X
AC(G) =
λ(u, v)
u,v∈G

where λ(u, v) is the maximal number of directed edge-disjoint paths from u
to v. In contrast to off-line reachability little is known about orientations
that maximize AC(G).
We consider an on-line version of average connectivity problem in a
game manner similar to on-line reachability. The game between Spoiler and
Algorithm is played in the same way. Every turn Spoiler gives a vertex with
incident edges. However, instead of counting connected pairs in resulting
graph G, we use AC(G) as the score of Algorithm.
There is an obvious way for Spoiler to minimize Algorithm’s score:
presenting as few edges as possible. If we force Spoiler to maintain connectivity only, his best strategy is to present a tree. But for every tree T ,
AC(T ) = CP (T ), so the game will look exactly like the one we already
considered.
One can make this game more interesting by forcing Spoiler to maintain
k-edge-connectivity throughout the entire game, except the first k turns.
More precisely, after m-th turn of the game, the undirected graph G has to
satisfy λ(u, v) > min{k, m − 1} for every u, v ∈ G, where λ(u, v) denotes the
number of edge-disjoint paths between u and v. In particular this means
that in first k + 1 turns Spoiler must produce a (k + 1)-element clique.
We generalize Corollary 3.18 to determine the score of such a game:
Theorem 4.1. The optimal average connectivity score on k-connected graphs in n
turns is at least:
•

k
2

· n(n − 1), if k is even,
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•

k−1
2
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· n(n − 1) + Ω n logloglogn n , if k is odd.

Proof. Consider any k-edge-connected on-line graph G and assume first
that k = 2m. It is known that a clique K2m+1 can be edge-partitioned into
m Hamiltonian cycles10 . This implies that there exists a tournament R (an
orientation of K2m+1 ) that can be edge-partitioned into m directed Hamiltonian cycles. As Algorithm knows in advance that first 2m + 1 vertices must
form a complete graph, it is easy for him to direct the incoming edges so
that after (2m + 1)-th turn, the resulting graph is isomorphic to R. We label
the edges with integers 1, 2, . . . , m so that the edges of the same label form a
directed Hamiltonian cycle. Every next turn t > 2m+1, the Spoiler presents
a vertex v with at least 2m edges – pick 2m of them, say (v, a1 ), . . . , (v, a2m ).
Now Algorithm for every j = 1, . . . , m chooses directions v → a2j−1 and
v ← a2j and labels these two edges with the number j. Observe that after
every turn, for every 1 6 j 6 m the graph Aj consisting of edges labeled
with j stays strongly connected. This means that for every two vertices
u, v ∈ G there exist m edge-disjoint directed paths from u to v, each of
which consist only of edges of some Aj . This proves the statement in this
case.
If k = 2m + 1, Algorithm also keeps as an invariant m edge-disjoint,
strongly connected graphs A1 , . . . , Am such that V (Aj ) = V (G) and E(Aj ) ⊆
E(G). In this case, however, additional tree T is constructed on-line. The
set of the vertices of T consists of all but some 2m vertices of G. The edges
of T form a subset of E(G) disjoint with all the E(Aj )’s.
For first 2m + 1 turns, Algorithm uses the same construction as in even
case, partitioning the resulting clique into m directed Hamiltonian cycles
A1 , . . . , Am . The Algorithm also picks an arbitrary vertex v and initializes
V (T ) = {v}, E(T ) = ∅. Every next turn, a vertex with at least 2m + 1
edges arrives. At least one of the edges must lead to a vertex in T (the
complement of T has at most 2m vertices), so Algorithm includes this edge
and the new vertex into T . The remaining 2m edges are dealt with like in
the even case – divided into m pairs, each pair assigned into some Aj to
keep it strongly connected.
Algorithm uses the greedy algorithm Gr on T and the “even” strategy
on the rest of the edges. The total number of connections is then


k−1
log n
· n(n − 1) + Ω n
,
2
log log n
as claimed.
10

This construction was known as early as 19th century – it appears in the book by
Edouard Lucas [8], where it is attributed to Walecki.

5

Conclusion and open problems

The lower and upper bounds on the on-line reachability problem are
summarized in the following table. These are the highest and lowest proven
scores on n-vertex on-line graph.

Graph class
1

Lower bound

arbitrary graphs

Upper bound

Reference

O (n)

2.1

Ω (n)






O n logloglogn n



2.14

2

connected graphs

Ω n logloglogn n

3

graphs of degree 6 ∆

Ω (n log∆ n)

O (n log∆ n)

3.7

4

K1,d -free graphs
trees of diameter d

6

Pd -free graphs

7

graphs of diameter d

O (n logd n)


1
O n1+ bd/2c


1
1+ b(d−1)/2c
O n


1
1+ bd/2c
O n

3.8

5

Ω (n logd n)


1
Ω n1+ bd/2c


1+ d1
Ω n


1
1+ bd/2c
2
−1
Ω n

8

biconnected graphs

Ω (n2 )

O (n2 )

3.12
3.10, 3.11
3.16, 3.11
3.18

In the two general cases (1) and (2) our lower and upper bounds match
up to a multiplicative constant. We also cover the natural classes of graphs
that do not allow factorial tree construction – the classes containing factorial
trees have obviously the same bounds as in the general case. Our bounds
for (3), (4) and (5) match as well. However, there is still a gap for graphs of
bounded diameter (7) and Pd -free graphs (6).
Problem 1. What is the optimal score for graphs of diameter bounded by some
constant d?
Problem 2. What is the optimal score for Pd -free graphs?

5. C ONCLUSION AND OPEN PROBLEMS
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The problem of off-line optimal orientation maximizing average connectivity also remains unsolved. The naive complexity of counting the average
connectivity, even for small graphs, suggests that the problem is NP-hard,
however, no proof is known so far.
Problem 3. What is the computational complexity of the average connectivity
problem?
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